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Abstract
The world of electroacoustic music has undergone great changes since its earliest days.
Not only the number of available instruments has expanded; new theories and aesthetics
have born along with these devices. Among the new ideas, the demand for real-time
(‘live’) performance possibilities became quickly one of the most important issues for
many musicians.
This paper presents a classification of the most important tools of electroacoustic
music, with an emphasis on their possible roles and capabilities within real-time scenes.
Our description concludes with an analysis of Mantra, a piece by Karlheinz Stockhausen, which has a particularly important place in the early history of live electronic
music. Besides demonstrating how the timbral alterations introduced by live electronics
are explored by this piece, we also show how Stockhausen based the main structure of
this monumental work on these timbral modulations.
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Introduction
The first works composed for electronics — not considering pieces applying electromechanic instruments, like the ondes Martenot — were realized for fixed media (in most
cases, magnetic tape). Performing such music consists of playing back the recordings,
with the only human interaction being the act of starting the sound flow.
The reason behind this practice was of practical kind: the realization of these pieces
required the use of devices, which at the time were available only in few ‘experimental’
studios. Besides, the time scale of preparing the sound materials was many orders of
magnitude above the time scale of the actual pieces. This made it impossible to create
these works in real-time. As an example, the realization of Stockhausen’s Kontakte, a
key piece in the history of early electroacoustic music, took almost two years between
1958 and 1960 [Stockhausen, 1966].
Preparing music in a studio has its own benefits. Besides avoiding the inevitable
errors of a live performance, the composer is able to control the details of the music to a
degree that is not achievable in a real-time situation. These are perhaps the key reasons
why many composers, until recently, chose to create pieces for fixed media. However,
tape music has raised a number of issues since its birth.
Already a decade after the opening of the first electronic studios, many composers
realized the limitations inherent to studio-made music. For most audiences, the presence
of a performer on stage is an organic element of the concert situation. Conversely,
concerts presenting pre-rendered music only feature a set of loudspeakers distributed
all over the venue. While the soundscape created by such performances may indeed be
astonishing, the lack of any human presence on stage challenges the listener’s ability to
sustain focused attention. As John Cage commented [Holmes, 2008]:
In 1958 — the Town Hall program of mine — we were rehearsing the Williams
Mix, which is not an uninteresting piece, and the piano tuner came in to tune the
piano. Everyone’s attention went away from the Williams Mix to the piano tuner
because he was live.

Another issue arises from the questions of improvisation, which is, by its nature, ‘incompatible’ with the concept of fixed media. Moreover, not only is tape-improvisation
is impossible, but subtle in situ adjustments, which are so natural in traditional music practice — for example, the automatic adaptation of accompanying musicians to a
I
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soloist or the tiny adjustment of tuning and metre to the acoustics of the performance
hall — are excluded as well. This problem manifests itself when mixing tape music with
live instruments, and becomes much more apparent when the music has to co-exist with
other art forms, like dance. This latter was perhaps the main reason that pushed composers like John Cage towards methods which could be realized in ‘real-time’, leading
to such early productions as Variations V (1965), composed for the Cunningham Dance
Company [Cage, 1965].
Interpretation brings us another issue. By comparing fixed media to instrumental
pieces we may realize that, in the latter case, the performer always has to interpret the
music. The same piano sonata might sound completely different in the interpretation
of two different pianists. Also, the general performance style varies over time: it is
well known that classical pieces were performed differently in their own times than
their common interpretations nowadays. Although movements such as historically informed performance intend to understand and reconstruct interpretations from the past,
musicians usually tend to deliver their performances following the common musical
language of their era. However, a fixed tape will not allow such performance options;
it will always sound more or less the same, the only factor being able to add a flavour
of individuality to the performance being the sound engineer’s control over the volume
and perhaps the actual diffusion system used at the performance venue. To understand
the importance of this problem, one has to think about how the interpretation of certain
sounds may change over time. For instance, when hearing the sound of a car engine
recorded in the sixties, a then-contemporary listener may have had completely different associations than another one from the 21st century, as the sound of car engines
themselves has changed during the past fifty years. To emphasize the importance of
this question, it is worth mentioning that, a couple of decades after their original appearances, there is an increasing number of contemporary re-implementations of pieces
composed for tape and other fixed means. As an example, Stria (1977), one of the most
important compositions of John Chowning, was reconstructed in 2007, thirty years after
its first implementation [Baudouin, 2007].
As a consequence of the above (and many more) arguments, the demand for the possibility of performing electronic music under ‘real-time’ circumstances was increasing
over time, eventually giving birth to the world of ‘live’ electronic music. This paper
approaches the realm of real-time electronic music from two separate directions.
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III

The first Chapter introduces the main techniques of electroacoustic music, either live
or fixed. Since this field, along with the technologies involved, is indeed very young
compared to the ‘classic’ instrumental world, it has not yet gone through a ‘canonization’ process; novel theories, methods and devices arise each day. As a consequence, it
is literally impossible to give a complete description of this fast-developing world. Our
aim is restricted to the introduction of key concepts, which help the Reader in understanding the (technological) basics of electronic music. During our discussion, we put
an emphasis on live performance, though. On the one hand, we tend to examine the
usability of each presented tool in real-time scenarios. On the other hand, we dedicate
a long section of our work to controllers and controller mappings, which both belong to
live electronic performance by their nature.
The second Chapter contains an analysis of Mantra (1970), a work involving several instruments and live electronics by Karlheinz Stockhausen. Although the use of
electronics in this particular composition is restricted to a very limited1 modulation, we
have chosen this piece for various reasons. On the one hand, as it uses only one particular effect, it serves educational purposes well, allowing a clear presentation of the
role and effects of the live electronics. On the other hand, it explores a very broad range
of the overall possibilities allowed by its setup and integrates the applied effect into the
music — both structurally and harmonically — in such a fine way that makes this piece
an outstanding composition within the world of live electronic music.
This paper applies scientific pitch notation to denominate pitches, with A4 defined
as 440 Hz [Young, 1939].

1

At least, from today’s point of view.

1

The Toolbox of Electronic Music

This Chapter presents the instruments of electroacoustic music. It is not our goal to
give a full description of every available method; even a simplified list containing only
the names of all audio processing tools would fill perhaps dozens of pages. Instead,
we classify techniques and principles based on their relation to the signal, the core
representation of sound in electroacoustics.
As a starting point, we shall divide the world into three separate domains: the acoustic domain, which is the part of the world that we perceive through our ears; the electronic (or signal) domain, which is ruled by the electronic signal; and the non-sonic (or
physical) domain, which is basically the remainder of the world. Note that, in this partition, such concepts as motion, environmental parameters, non-sonic information etc.
all belong to the physical domain2 . Different mappings may be defined on the border of
these realms, to translate data from one into the other.
We may define nine categories3 based on relations within and between the above
sets. From these, we discuss the following six in this Chapter:
Signal Sources are processes that create a signal from ‘nothing’ (that is, without
having a cause within the signal domain).
Loudspeakers are tools that translate a signal into the acoustic domain. The
mapping describing the way how this translation should be done is referred to as spatialisation.
Signal Analysis Tools are methods that translate aspects of a signal into the
(meta)physical domain.
Signal Effects are processes that reside within the electronic domain. They differ from signal sources in that they always have a cause (one or more incoming signals) and, unlike loudspeakers and signal analysis tools, they
always have a consequence (one or more outgoing signals) as well, thus,
they are completely causal within the signal domain.
Controllers are tools residing in the physical domain, occupying an analogous
place to the effects of the signal domain in the sense that they are causal
2

In fact, we should call this set the physical-metaphysical domain.
A process would either act within a single or between two of these domains. The former gives us
one category per domain, the latter gives us two categories (depending on the ‘direction’ of the effect) per
each possible pair of domains.
3
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within their own realm — in other words, they transform a non-sonic
entity into another one. Their purpose is to convert complex forms of
the non-sonic domain (like motions/gestures, lights, physical properties
of the ambient etc.) into simpler ones (like a stream of numbers).
Controller Mappings are the mappings defined between the physical and signal domains. They originate from controllers, however, depending on the
setup, they may target either signal sources or signal effects. In the rest
of this Chapter, we will refer to them simply by the term mappings4 .

1.1

Signal Sources

There are two ways to create a signal: we may either record a sample from the
acoustic space, or synthesize it based on parameters arriving from the non-sonic domain.
We use the term ‘concrète’ to describe a sound sampled from the real world. This
expression originates from the circle of French studio composers of the late 1940’s,
gathered around Pierre Schaeffer and Pierre Henry. As the name suggests, the most
important property of a recorded sound is that it is a real, actual sound, uniquely tied
to the time and location when and where it was recorded. From an aesthetic point of
view, it differs substantially from a ‘symbolic note’ in that its properties may be derived
exclusively from the actual sample. Another consequence of being the imprint of a real
event is that it can not be completely controlled. Although one may have some overall
control (by recording a specific action, like the sound of an instrument or the clashing
of two objects), there is no way to master the microscopic details of the sound.
It must be emphasized that sampled sounds may either be used directly (in real-time)
or stored for future processing. The latter has two forms: one may either record a sound
during a performance, which would be used later (e.g. as part of a delaying system) or
record a sound well in advance, and (optionally) pre-process it. Strictly speaking, the
term ‘concrète’ is used only for this last approach. However, for purposes of simplification, we refer to this expression within this paper in a broader sense, considering
sounds which are recorded, processed and reproduced in real-time as ‘concrète’. We
shall not forget that this simplification is slightly confusing, though, since pre-recorded
4

Although we shall not forget that there exist mappings from the acoustic to the signal domain (not
discussed here at all) and from the signal to the acoustic domain (called spatialisation issues).
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samples may be processed differently from real-time ones. There are two main reasons
for that. On the one hand, there are certain methods (for example, non-causal filtering,
or ‘speeding up’ the recording) that require the availability of the entire sample in order
to process them — as a consequence, these can not be used in real-time situations. On
the other hand, since a pre-recorded sound may be played back any number of times, it
allows more opportunity for the composer to examine the sample (including the inspection of minute details which may not reveal themselves in real-time) in order to develop
her or his musical ideas.
Sound synthesis is the opposite of recording in many senses. The most important
difference is the full control of every sonic parameter, which is inherent to any synthesis method5 . Another, less evident property is that synthesis is intrinsically a real-time
process. Even though synthesized sounds may be recorded, the process of synthesis is
always real-time. This may not be obvious, as there are techniques that currently can
not be executed in real-time; however, this is due to the limitation of current technology, which may change anytime. Most sounds that can instantly be synthesized by a
current cellphone would have required hour-long processing times to computers some
forty years ago; there is no reason to make theoretical differences based on technical
limitations which may change any day.
There are many approaches to sound synthesis. A full taxonomy is beyond the scope
of this paper. However, there is a very simple way of sorting these methods [Döbereiner,
2011]:
Standard Synthesis describes methods based on a (psycho)acoustic model.
Non-Standard Synthesis describes methods based on abstract models not (directly) related to acoustics.
In what follows, we outline a few of the most familiar (standard) synthesis techniques. For each of them, we restrict ourselves to presenting only their very basic principles required in order to generate a simple signal. There are many questions inherent
to sound synthesis (e.g. the way how transients are managed or how the parameters
should be set when creating the different stages — attack, sustain, release etc.). These
can not be neglected when designing a sound. However, there is no room in this paper
5

Even synthesis methods involving random number generators fall into this category, as the random
sequences could be ‘prescribed’, if needed, by the composer.
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to deal with such issues.
1.1.1

Additive Synthesis

This is the earliest synthesis method, the first documented implementation of it being the Telharmonium (1897). It defines the timbre as a sum of independent sinusoidal
oscillators, where each oscillator has its own frequency and amplitude. This principle
can be easily understood if imagined as an ‘electronic implementation’ of the pipe organ, as the sounds of the pipes (specially, the high ones) are very close to pure sinusoids.
However, in contrast to the organ, the frequencies and loudnesses of the oscillators may
depend on the elapsing time. Also, most implementations would allow the modulation
of these time-dependent envelopes, to break the ‘staticness’ of the sound.
The number of parameters required by this synthesis technique depends on the number of oscillators used. Each oscillator requires two inputs (its frequency and amplitude),
which means that an n-band synth will assume 2n parameters. However, it is uncommon
to control every parameter independently; in most cases, a combination of mappings and
presets is used. Perhaps the easiest way is to fix the relations of the frequencies and also
the amplitudes well in advance6 . In such case, the generated timbre will be constant,
and only its base pitch and overall loudness will be subject to change. A slightly more
complex method, allowing a limited ability to the performer to alter the timbre, is to
pre-define a set of such ratios and let the musician interpolate between these presets.
One of the biggest advantages of additive synthesis is its natural connection to the
mathematical representation of a timbre. Therefore — by appropriate training — a musician may become able to make ‘good blind guesses’ of the synthesis parameters, increasing its usability in sound design in a great amount. Another reason for the method’s
popularity is its ability to create any sound — at least in theory. The ‘size’ of the timbral space available to the technique is only limited by the number of used oscillators.
In fact, this latter is the key to understanding its biggest disadvantages, too. On the
one hand, a good quality synthesis requires a large number of oscillators, making this
method considerably more expensive computationally than most other ways. On the
other hand, it is hard to achieve a delicate control over so many parameters, specially in
real time.
6

For example, in Hammond organs — which use additive synthesis to generate sounds — these ratios
are built into the instrument.
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Subtractive Synthesis

Subtractive synthesis is perhaps the most popular ‘classic’ synthesis technique, as it
has been the core of many affordable analog instruments of the 1960s and 1970s, like
the Minimoog. It is, in a way, the opposite of the additive approach: here, a harmonically
rich sound (usually a sawtooth oscillator, a pulse-train or a pure noise generator) is being
filtered. The most commonly used filter types include low-pass, high-pass, band-pass
(these would pass the respective regions of the spectrum and silence the rest) and notch
(this would mute a given region in the spectrum and pass the rest). Besides the actual
source, the obtained timbre depends in a great way on the number and type of applied
filters, as well as their parameters (cutoff/centre frequencies, gains and quality factors),
which are, in many cases, time-dependent. While oscillator sources are mainly used
when producing pitched timbres, noise generators serve as basis for percussive sounds.
Usually, the part which requires most care and experience is the creation of the signal
that would serve as a source to the filter(s). In most cases, multiple sources (oscillators,
noise generators etc.) are mixed together, often modulating one or more components
with low-frequency oscillators as well. Although some aspects of this procedure may
be controlled in real-time (the overall gain and the base pitch are amongst the most
common such controls), the key parameters of signal generation are usually based on
presets. It is much more common to leave the real-time control only for the filtering.
A main advantage of the approach has been its simplicity, both in terms of control
and computational cost. As an example, the mentioned Minimoog uses a single, lowpass filter (which can be modulated, though) and has as few as three oscillators plus
a noise generator in order to generate the source signal to be filtered. In spite of the
small number of units and control parameters, it was able to create a considerable range
of timbres, converting it into the first synthesizer which was broadly considered to be
feasible for live performances. On the other hand, subtractively generated sounds are
hugely determined by the timbre of the source signals — in other words, it is impossible to synthesize sounds which are not ‘already present’ in some way in the source, a
disadvantage limiting the usability of this technique.
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Modulation Synthesis

Modulation Synthesis happens when the parameter of an oscillator (like its frequency or its amplitude) is being modulated by a signal (usually, a sinusoid). The
two most common forms are amplitude (or ring) modulation (AM) and frequency modulation (FM), the former being a ‘generalized tremolo’ and the latter a ‘generalized
vibrato’. The idea of signal modulation emerged from telecommunication7 , where it
played an important role since the invention of the radio.
With AM, the carrier signal is multiplied by the modulator signal. Since

1
cos (α + β) + cos (α − β) ,
cos α cos β =
2

(1)

if the carrier and modulator are of sinusoidal nature, the result would be the sum of
two sinusoids, comprising the sum and difference of the frequencies of the original two
signals. When the modulator arrives from a more complex source, a sinusoidal carrier
would ‘duplicate and shift8 ’ the modulator, creating a ‘down-shifted’ and ‘up-shifted’
copy of the incoming sound. However, if the frequency of the carrier is small enough
(in the range9 of approx. 0–10 Hz), the effect will be apprehended as a tremolo. In fact,
ring modulation is as much a synthesis technique as it is an effect which can be applied
to any incoming signal to achieve its characteristic harmonization.
During FM, the instantaneous frequency of the carrier is being set by the modulator.
A special case is phase modulation (PM), when the modulator is added to a constant
base frequency. If both signals are sinusoids, then the resulting signal can be partitioned
as
∞

X
sin fc t + I sin(fm t) =J0 (I) sin(fc t) +
Jk (I)·



k=1
h 


i
· sin (fc + kfm )t + (−1)k sin (fc − kfm )t ,

(2)

where fc is the unmodulated carrier frequency, fm is the modulator frequency, I is the
modulation index and Jk (x) denotes the k th Bessel-function of first kind. The modu7

It is the only way to encode the sound into the carrier signal of a radio.
Since the frequencies are summed and subtracted instead of being multiplied and divided, the result
is indeed a frequency shift, and not a pitch shift (transposition).
9
Also depending a little bit on the modulator.
8
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lation index, defined as I = fdm (where d is the maximal deviation of the frequency),
gives information about the spectral richness of the timbre. As with ring modulation, if
the modulator’s frequency is small enough (in the range of approx. 0–10 Hz), the effect
will be appreheneded as a vibrato.
It must be added that aliasing effects have to be considered when designing AM or
FM sounds: if a (computed) frequency had a negative value, that frequency would in
fact appear in the result, with a frequency of the absolute value and a phase shift of 180
degrees.
Modulation synthesis methods have gained popularity because of their extremely
simple computational requirements10 (both AM and FM requires two oscillators) and
the unbelievably rich timbres that they may produce, including, especially, phase modulation. Both methods may synthesize harmonic sounds as well as inhamonic ones and
can create drastic interpolations between different timbres in real-time at much lower
costs than, for example, the additive approach. However, since the relation between the
generated spectrum and the synthesis parameters is of a purely mathematical kind, it is
difficult to predict the exact timbre if one only knows these parameters.
1.1.4

Granular Synthesis

The process consists of taking short segments (‘grains’) of a sample (stored in an
internal buffer) and mixing them together after some modifications. The stored sample
may either emerge from recording (either real-time or non-real-time) or from generating
a waveform based on first principles. Most involved parameters describe probability
distributions, which would be used in order to obtain the actual parameters of the grains
during the synthesis process. Although there are many different implementations of the
method — thus, the exact set of parameters may vary —, the preferred variables usually
include the length of the grain (usually varying between 10 and 50 ms), the position
of the grain within the sample, the envelope (usually, a window function) of the grain,
the playback speed/transposition, the loudness and the panning. Of course, it is also
possible to define some (or all) of these distributions as fixed parameter values (e.g.
applying the same transposition to all grains).
10

We should not forget that the development of frequency modulation was extremely complex, due to
the lack of appropriate chips at the time; however, the FM units themselves are quite simple compared to
most other synthesis tools.

The Toolbox of Electronic Music – Signal Sources

8

Granular synthesis may be used in several different ways, which makes the technique extremely popular. By setting the parameters properly, we may transpose, slow
down or accelerate a sample as well as ‘freeze’ it at a given moment, converting the
instantaneous timbre of the recording into an independent sound for further processing. Moreover, it can be implemented in real-time with very low computational cost,
which makes it perfectly suitable for real-time performance. On the other hand, the
sound quality — in particular, when it comes to transposition or time stretch — is not
comparable to the sound of non-real-time solutions of the same effects, based on signal
analysis/resynthesis.
1.1.5

Physical Modelling Synthesis

These methods are all based on physical models of real objects. The processes
may result in very realistic simulations of instruments at moderate computational costs,
which makes them very useful for instrument emulation. On the other hand, it is hard
to use physical modelling to invent completely new timbres, as one needs to understand
the mathematical concepts behind the technique to achieve this. The methodologies
used in physical modelling are varied but they usually follow the same structure. First,
a signal is created that represents the trigger (the physical interaction of the performer
and the instrument, like the force plucking of a string). Next, this trigger is sent to a set
of effects emulating the resonators involved (like the body of the instrument). Finally,
the physical interaction of this signal with the actual sound generator (which might be
a string, a pipe or whatever else) is modelled. The two most common examples for
this latter are 1D waveguides (for modelling strings, tubes etc.) and 2D meshes (for
membranes, plates and other percussive elements).
Physical models are usually controlled by data flows describing real (physical)
movements and interactions between the performer and the (virtual) instrument. The
position, velocity and pressure of the bow on a specific string (for bowed string instrument modelling) or the instantaneous pressure of the blown air (for wind instruments)
are both good examples. To support these, many gestural controllers have been developed, discussed later in this paper.
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Spatialisation

When translating a signal into the acoustic domain, one faces a problem unknown to
acoustic instruments, as their amplification system comes ‘out of the box’. When amplifying electronic signals, however, one should explicitly decide about the way of projecting them into the acoustic space. There are basically two possibilities: a performer may
decide to project the sound in a localised way, that is, to place the loudspeaker(s) at a
single spot in the performance venue, imitating in a way ‘traditional’ instruments, where
all sounds emerge from the instrument itself. Electronic musicians have another option
as well, though: by using several loudspeakers, located at different positions within the
venue, they may create sounds whose ‘virtual source’ lies at distinct locations from the
performer. Moreover, with a multi-speaker setup it is not hard to change the positions
of these ‘virtual sources’ in real-time, during the performance. We shall explore some
of the basic questions of both approaches in the next few paragraphs.
To a first approximation it should be enough to put a single loudspeaker behind
the performer in order to imitate the nature of acoustic instruments. However, this
is not entirely true. Acoustic sources emit their sound in quite a complex way. To
understand this, we may introduce sound radiation patterns, describing the loudness of
each frequency band of the emitted sound at different locations of the venue. It turns out
that these radiation patterns depend in a great amount, not only on the direction, but also
on the main characteristics (pitch, loudness, articulation etc.) of the played sound. This
can not usually be simulated by a single loudspeaker. A more advanced approach, used
by many performers, is the application of loudspeaker arrays, consisting of multiple
loudspeakers built into a single case. These systems can create much more complex
radiation patterns than a single one, which helps to sense their sound more ‘natural’.
A few things should be kept in mind when designing multi-located speaker setups.
When distributing the sound, one should not forget about the Haas-effect [Haas, 1972]:
if two sounds arrive from different directions within a small time interval (in the range of
0–10 ms), the listener would perceive them as a single sonic event localized in the direction of the first arriving sound, even if the second one was considerably louder. Another
important effect to consider is the Doppler-effect [Doppler, 1842], where the frequency
emitted by a source changes if the source is in motion. As a consequence, when distributing a sound to multi-located speakers, one needs to add delays and transpositions
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to the signal besides the obvious level balancing in order to achieve good results.
The most common multi-speaker setup is stereo, involving two speakers, although
quadrophonic setups are affordable as well. However, even quadrophonic setups give
very poor spatialisation possibilities. As one increases the number of involved speakers,
the more complex radiation patterns may be created. There are a number of theories
helping the distribution of a signal on a set of loudspeakers. These include:
Vector Base Amplitude Panning (VBAP), when the signal is directed to only
a few loudspeakers which are close enough to the virtual source’s spot.
Ambisonics, creating phase-coherent spherical waves using every available
loudspeaker simultaneously to create fully localised sounds.
Wave Field Synthesis (WFS), creating phase-coherent plane waves using every available loudspeaker simultaneously to create fully localised sounds.
We shall point out a few advantages and disadvantages of the above methods. It
must be emphasized, though, that all methods above are equally well applicable in live
scenarios. Usually, they are controlled by a real-time control stream, telling the exact
positions (and perhaps the geometrical sizes and orientations as well) of the virtual
sound sources, which all three mentioned methods can use to compute the spatialisation
parameters in real-time (although the last two usually require dedicated hardware or at
least a separate computer to do so).
VBAP is by far the most computationally cheap method, since it does not have
to distribute the input signal to all of the speakers simultaneously. It is also by far
the easiest to implement for a musician who is not fluent in higher level mathematics.
Another advantage is that it may be implemented on as few as four speakers. On the
other hand, the quality of the achieved spatialisation is inferior to either of the other two
mentioned technologies when using the same number of speakers.
Ambisonics and WFS are quite similar in their nature, as both synthesize a realistic
sound field with their virtual sources located outside the array of speakers. They differ
mainly in two key properties. On the one hand, ambisonic spatialisation works perfectly
only for listeners situated at the exact geometrical centre of the loudspeaker array, while
the quality of WFS emulation does not depend on the position of the listener within the
venue. On the other hand, an ambisonic system creates perfect 3D localisation (i.e. the
virtual source may be located anywhere), while WFS can only emulate virtual sources
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located on the same (horizontal) plane, thus allowing only 2D-localisation. Also, high
quality ambisonic systems require less loudspeakers than high quality WFS ones. However, both technologies require specially designed halls, software and hardware (including usually hundreds of loudspeakers) in order to work.

1.3

Signal Analysis

Signal analysers may either be semantic or descriptive. By a ‘semantic analyser’,
we mean a tool that would ‘listen’ to a signal and report its logical content, according
to some pre-defined (musical) semantics. A ‘descriptive analyser’, on the other hand,
would report low-level (psychoacoustic) descriptors of a sound.
There are numerous descriptive analysis methods available for the most diverse purposes, ranging from simple total-loudness detectors to complex systems reporting timbral characteristics (like noiseness, onset, or base pitch) of a sample. In conjunction
with sensors and sound generators they often form part of advanced interactive musical
systems.
Semantic analysers are by definition more complex than simple descriptive tools because they need to contain several low-level analyser units as well. Speech recognition
tools are good examples of these systems. A more important semantic task (at least,
from a musical point of view) is score following, where the machine has to follow the
performance of a real-time musician based on a score (taking into account the possible
performance errors and small improvisatory sections). Perhaps the most advanced such
tool at the moment is Antescofo [Cont, 2008], developed at IRCAM, which, after the
performance score has been fed-in, will follow a performer’s interpretation and report
the current position within the score.
Some other broadly-used semantic analysis techniques involve melody recognition,
rhythm detection and other, complex pattern-recognition systems. These are often used
in half-automated live performance systems, like automatic accompaniment tools.

1.4

Signal Effects

We have defined ‘effects’ as signal transforming methods. As mentioned in the previous Chapter, this approach is unique to electronic music, for no traditional instrument
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is able to modify a sound whose source is not the instrument itself.
What kind of transformations are achievable within the signal domain? To answer
this question, we may think about a sound as a timbral structure with a well-defined
temporal behaviour11 , hence, a signal may be characterised by its temporal and (timedependent) timbral structure. As a consequence, transformations may either happen
with respect to the temporal structure, the timbral structure, or both. We will use this
categorization in order to present briefly some of the most well-know effects.
N OTE: there is no generally accepted terminology in many fields of electronic music, and this applies specially to the diverse world of effect processors. Although there
is an agreement on the meaning of most expressions mentioned below, some of them
are being used differently by different artists, researchers and manufacturers12 .
1.4.1

Temporal Techniques

The easiest way to transform a signal’s temporal behaviour is to simply shift the
signal in time, without altering its internal structure. This process is called delay, and
may be characterised by a single parameter, that is, the amount of time with which the
signal is shifted.
It is quite common to feed back the resulting signal to the input of the delay engine.
If the signal fed back is attenuated before feeding it back, the result will sound like
an echo. On the other hand, if it is boosted before being fed back, it will ‘blow up’
the sound. If the signal is fed back unchanged, the result will be a looping (repeating)
pattern whose period will coincide with the delay time13 . This is the ‘equivalent’ of the
classic technique of repetition in the signal domain.
There are many ‘derived’ methods based on ‘pure’ delays, like echo, feedback, looping, flanger etc. These — although they occupy an important segment within live electronics — are not discussed here.
More complex results may be achieved by processes that do alter the internal temporal structure of the input. Here, we present two of them.
11

It is clear that sound can not exist outside-time. On the other hand, a time-ordered chain of timbreless
events could not be comprehended as sound.
12
For example, some sources would apply the word overdrive to both hard- and soft-clipping, while
others would use it as a synonym to soft-clipping.
13
Of course, this latter only applies if we disconnect the delay machine from the input stream after one
loop period. Otherwise, the loop will mix with the incoming sound and would not stabilize.
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Time stretch is the technique of accelerating (or slowing down) a signal in a way
which keeps its instantaneous timbral properties (like pitch) unchanged14 . The method
can be understood as an analogy to the musical devices of augmentation and diminution, used broadly (for example) in contrapunctual music. In its simplest form, it is
described by a single parameter, the ratio of the old and new speeds. More complex
implementations exist, where this factor may be defined in a time-dependent way. It is
also quite common to combine this effect with pitch or frequency shift (see these in the
next section), creating very complex modifications to the original sound.
Time reversal is a very simple effect: when time-reversing a signal, it is played back
in backwards direction, from its end to its beginning. Although a very ‘innocent’ idea,
it may result in astonishing sounds, since the attacks present in the original sample will
disappear, and instead, they will turn into sudden-stopping sounds. In a certain way, it
may be understood as the equivalent of retrograde.
Except for effects that are based entirely on delaying a signal (thus, leaving the internal structure untouched), techniques that change the temporal structure of a sound
can not be generally used in real-time, although some very special implementations
may exist. To clarify the reason with a simple example: although a live-recorded sound
may be slowed down, there is no way to accelerate the recording in real-time, since the
accelerated signal would require information from the future. As another example, it
would be impossible to reverse a sound in real-time, since to play the reversed signal,
first we should reach the end of the original signal that needs to be reversed. However,
it is possible to use these effects in live scenes, either by recording sounds in advance
or by taking samples from the live performance itself. For example, when mixing live
instrument performance with pre-recorded looped samples, a combination of real-time
transposition and time stretch may be used to follow the instantaneous tempo and intonation of the live performers.
1.4.2

Structural Approaches

The simplest method of structural transforms is to take a signal as an input, and alter
its spectrum in a well-defined way.
We may filter a signal, in which case we simply remove parts of its spectrum. To
14

For various reasons, this can never be achieved perfectly in practice.
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name a few of the most basic types: a low-pass (high-pass) filter would only let through
the low (high) part of the signal, eliminating the rest of it; band-pass (band-stop15 ) filters
would let through (block) a well-defined range of the spectrum, eliminating (leaving
unchanged) the rest. These filters may be described by two parameters, determining the
cutoff (for high- and low-pass) or centre (for band-pass, resonant and notch) frequency,
quality factor (describing the sharpness of the roll-off region16 ). There is also a kind
of band-pass filter, where the pass-band can be boosted, described by an additional
parameter called gain. This type is called a resonant filter.
More complex types include comb filters, image filters etc, where the structure of
attenuated and boosted regions might look quite complicated. Most filters, however, can
easily be applied in live situations17 . Their common usage includes situations where the
brightness of the sound is to be changed18 or when one needs to ‘clean’ — perhaps
gradually, creating an interpolation — the noise contained by a sound.
An important property of any filter is that they may not add new harmonics to a signal. Distortion, on the other hand, does that exactly. There are many ways to distort a
sound. Overdrive would compress the peaks of the signal, thus adding high-harmonics
to it. Depending on the strength of the effect (whether the peaks are compressed gradually or abruptly) we may distinguish between soft- and hard-clipping. Quantization
distorters19 may increase the noisiness of the music. Wave shapers may add harmonics to the sound in sophisticated ways. However, it is important to note that distortion
methods only add high partials to the sound; to our best knowledge, there is no purely
distortive technique that would allow the appearence of subharmonics in the sound.
It is possible to shift the entire spectrum as well. Although in theory any shifting
method may exist, in practice, there are two broadly used implementations. Frequency
shift is the term for the method when each band of the spectrum is shifted upwards or
downwards by adding to or subtracting from them the same amount of frequency. Since
the harmonicity of the sound depends mainly on the ratios of the main frequency components, frequency shifting may convert a harmonic sound into an inharmonic one and
15

Also called notch.
The frequency region where total attenuation transforms into total passing or vice versa.
17
Although image filters form a good counter-example to this.
18
We tend to identify timbres exhibiting considerable power in the mid-to-high region of their spectrum
as ‘bright’ in contrast to ‘dark’ ones, whose low-end region is usually the more dense.
19
These only exist in the digital realm.
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vice versa. Pitch shift, on the other hand, keeps the harmonic structure of the sound by
multiplying the bands by the same factor. This latter is also called transposition, as the
effect is quite similar to the classical method of transposing a pitch. By combining multiple pitch-shifts in parallel, we may create parallel harmonies based on the incoming
signal. This effect has its own name, harmoniser. However, a harmoniser may also be
used to enrich the original sound (for example, by doubling it in octave).
Other methods try to keep the overal spectral envelope of the sound while still shifting it up- or downwards; in fact, there are numerous other ways to shift spectral content.
This is not surprising, for transposition is one of the most basic musical ideas, having
many different realizations in the electroacoustic field.
Finally, there are effects involving multiple input and/or output signals. Perhaps the
simplest such method is mixing, where these signals are added together (which may be
preceded optionally by an appropriate boost or attenuation of the individual signals).
Another good example is ring modulation, which was already presented as a synthesis
technique, where the two inputs are multiplied. However, when implemented as an
effect rather than a purely synthetic source, the carrier and the modulator both may be
of non-sinusoidal nature, which adds even more opportunities to manipulate the timbre.
Appendix A presents in detail the ring modulation of a harmonic timbre.
1.4.3

Mixed Methods

Although many effects would fall into either the temporal or the spectral category,
most of them follow a combined approach. These techniques would alter the temporal
structure of the signal as well as its timbral structure. Such effects may include reverberation (changing the ‘virtual space’ around a sound), cross-synthesis (impressing the
spectral envelope of a sound on the spectrum of another one), spectral delaying (creating polyrhythmic structures by applying different delays to each band of the spectrum)
etc. Due to the complex nature and great number of these processes, we do not present
them in detail in this paper. However, we explain the spectral delay briefly, to illustrate
how temporal and timbral changes interact with each other.
A spectral delay consists of two steps. First, it passes the incoming signal through a
filter bank, decomposing it into multiple bands. Then, a separate delay is applied to each
of these bands. The result depends highly on the chosen bands and delay times. If bands
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are very dense and the delay times of the subsequent bands are close to each other, the
result would be a glissando on the spectrum of the incoming signal. On the other hand,
if bands are sparse, the result would be closer to a scale based on the original spectrum.
Also, if the delay times differ considerably, the process would create a rythmic pattern
out of the incoming spectrum, where the pattern itself is defined by the delay times20 .
More advanced effects (like loops created based on the aforementioned patterns) may
be created by spectral delays whose built-in delay lines allow possibility for feedback.

1.5

Controllers

We may define a controller as a device that transforms the performer’s intention into
abstract machine language (in most cases, a sequence of numbers or a non-stationary
electronic signal). In a live scenario, this information may either be used to control the
generation, the manipulations or the projection of sounds (or any simultaneous combination of these). However, the data arriving from a controller is not enough per se to
master these processes; to do this, proper mappings have to be defined between the information arriving from the controllers and the parameters of the different tools. These
mappings, along with the musical questions of control data interpretation, are explored
in the next section. Here, we concentrate on presenting the most commonly available
controllers.
Historically, controllers were inherent parts of the instruments: there is no way to
break an instrument into a set of controllers, synthesis/effects, and mappings between
these, as the mechanical controllers are also parts of the synthesis/effect engine. In live
electronic music, it is just the opposite: these independently defined entities must be
merged into an instrument, giving us the freedom to use literally any human-controlled
device21 to control sonic parameters. This freedom has a price, though. When ‘breaking up’ the instrument paradigm into these categories, we have to re-create some tasks
that were automatically present in the ‘composite’ paradigm. Thus, in order to build a
controller, one needs to define at least the following three aspects:
Communication channel. What is the ‘language’ that the controller would un20

For example, a three-band spectral delay, where the delay times are 0, 500 and 750 milliseconds,
would create the pattern ¾ ¾ ¾ , if ˇ “ = 60.
21
Or even human-independent, like a thermometer.
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derstand? Would it communicate with the performer through physical
interaction? Through motion sensing? By eye-contact? By speech recognition?
Detection. How is the device detecting the above defined language in a technical
sense? Does it include buttons? Sliders? Cameras? Electrodes?
Feedback. Does the device offer any direct feedback to the performer? If yes,
how is this feedback delivered?
In what follows, we present a few controllers in respect to the above issues, following a categorisation based on the conceptual distance of a controller from already
existing instruments [Miranda and Wanderley, 2006].
1.5.1

Augmented Instruments

This family consists of traditional instruments equipped with sensors. As they are
built on existing instruments, the communication channel and the feedback given to the
performer are defined by the base instrument. Another consequence of using a ‘real’
instrument is that, when performing on it, they always emit the original instrument’s
sound as well as providing control data.
A commercial product is Yamaha’s Disklavier, a real piano equipped with sensors
able to record the keyboard and pedal input from the pianist. Moreover, disklaviers are
equipped with appropriate tools in order to reproduce the acquired performance data.
As a result, they are not only used by live electronic musicians, but also serve as tools
to record, preserve and reproduce actual performances (rather than the sound of the
performances) of pianists.
Different research centres have delivered a great amount of augmented instruments
during the past 30 years. MIDI Flute, developed by IRCAM, adds sensors to the flute
keys to identify the exact fingerings of the performed notes. This approach was expanded by several researchers, by adding inclination detectors or wind sensors. The
Hyperinstruments (Hyperviolin, Hyperviola, Hyperchello) of MIT Media Lab combine
bow motion and finger placement detection with spectral analysis of the recorded sound
to provide detailed real-time performance parameters. Augmented trumpets of Princeton Media Lab include, above key pressure detectors, air pressure sensors (microphones)
built into the mouthpiece of the instrument.
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Instrument-like Controllers

These devices may be imagined as if we took the ‘control mechanism’ out of an
instrument, sometimes also slightly extending the performance possibilities (like adding
additional octaves to the playable range). According to Miranda and Wanderley, the
reason behind creating such controllers is twofold. On the one hand, as most trained
musicians play on acoustic instruments, a great number of potential performers may be
reached with controllers that imitate the behaviour of what they already learned. On
the other hand, these performers already know how to master their instruments, which
brings the possibility of using advanced playing techniques to live electronic music.
Based on their construction, it is obvious that their communication channel is practically identical to the respective instrument’s ‘language’. However, the direct feedback
of the controller normally lacks some of the feedback mechanisms present in the original instrument. This may be due to the lack of body vibrations (which is caused by the
lack of direct sound emission) or by differences in the underlying mechanical solutions
(like the different mechanisms implemented by a real piano and an electronic keyboard).
The by far most popular such controller is the (piano-like) keyboard. To highlight
its importance, one should consider that early modular synthesizers — like the ones
manufactured by Moog or ARP — were driven by keyboard controllers, or that the MIDI
standard is definitely keyboard-biased22 . Modern keyboard controllers are normally
velocity-sensitive, often pressure-sensitive as well (i.e. they may also detect the force
applied when holding a key, also known as aftertouch).
Commercially available wind instrument controllers exist as well, like the Akai EWI
or the Yamaha WX series. This latter simulates a saxophone by measuring both the
fingering and the air blowing pressure. Also, one may convert the WX5 into a recorder
controller by changing its mouthpiece.
1.5.3

Instrument-inspired Controllers

As a further step, it is possible to derive controllers which do not reproduce the
controls of existing instruments, just take inspiration from them. In some cases, they
stay quite close to classic instrument concepts, and in others, the resemblance to any
know instrument may seem almost purely coincidental.
22

And has constantly been criticised for this by some researchers since its creation.
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The reason why one may call the controllers in this category ‘instrument-inspired’
is that the set of gestures that they understand (i.e. their communication channel) shares
elements with the ‘gestural vocabulary’ of a real (family of) instrument(s). The more
these two vocabularies overlap, the closer the controller is to the control surface of that
real instrument.
The way of giving direct feedback as well as the detection principles depend largely
on the actual ‘extrapolation’ of the instrument. Laser harps, of which many have been
developed independently among the past decades, give visual feedback, as the laser
beam — the harp’s virtual string — would be ‘cut’ when the performer touched it.
Extended keyboard controllers may deliver the ‘classic keyboard-like’ feedback, however, they may be equipped with additional detection systems, not present on classic
instruments — like additional control surfaces allowing glissandi. There are also wind
controllers with structures very close to instrument-like wind controllers, which only
differ from the latter in the application of non-conventional fingerings. This approach
is of particular interest to instrument builders who show an interest towards the creation
of microtonal controllers based on non-conventional scales.
1.5.4

Alternate Controllers

These are the controllers that have nothing in common with mechanical instrument
control surfaces. Their ‘spoken languages’ and detection mechanisms vary from controller to controller, which makes it impossible to talk about these in a generic way.
However, we may distinguish between touch controllers (which require direct physical
contact in order to operate), expanded-range controllers (which react to gestures performed within a certain range from the instrument and may or may not require direct
physical contact) and immersive controllers (which capture the gestures of the performer
anywhere, maintaining an unbreakable, always active connection with the performer,
without a possibility to ‘leave’ the control surface).
The most obvious and ‘ancient’ touch controller is the button (allowing the triggering of an event) and the two-state switch, but sliders, dials and other basic controllers,
already familiar from common electronic household devices, also belong to this category together with (legacy) computer controllers like joysticks, trackpads or the mouse.
Their gestural vocabulary is somewhat limited compared to more advanced controllers,
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understanding only one (or some of them, two) dimensional motions. Nevertheless, as
they have been used as practically the only way to control the electronic sound for quite
a few decades, some musicians gained a deep experience in mastering these tools.
Currently perhaps the most widely-used touch controllers are the touch-sensitive 2D
screens of tablets, smartphones & co. As these come with highly programmable visual
interfaces (and because they are more and more widespread), their usage within the
community has constantly been increasing during recent times.
Expanded-range controllers include tools with limited motion sensing capabilities,
like the Radio Baton by Max Matthews, consisting of two batons and a detector plate,
implementing 3D tracking of the location of the baton heads — provided that those are
located within a reasonable distance from the detector plate. Other examples include
commercial sensors like the Wii Remote or the gyroscope built into many smartphones.
Immersive controllers may also vary in a great amount. They include ambient sensors (like a thermometer) as well as biometrical sensors (like EEG). However, most
commonly they are associated with body suits, data gloves, or full-range location sensing (like video-based motion tracking, as implemented by Kinect).

1.6

Mappings

If we compared the communication channel of a controller to language, then we
may compare the mappings between the controller and the machine as the grammar (or,
more specificly, the semantics) of that language: a mapping is the interpretation of the
incoming controller data by the device that is being controlled. Mappings play a role
comparable with — if not even greather than — the choice of controllers in electronic
instrument design, as they define the means by which a machine should interpret human
gestures: the strategy followed to aggregate device parameters and expose them to the
performer defines the boundaries of the system to a great extent, independently of the
actual (physical/algorithmic) limits of the devices themselves. Most gestural controllers
are easy to operate in terms of physical activities — after all, anybody can change a
slider or trigger a motion sensor. What makes them expressive and, at the same time,
hard to master, is the way how these gestures are turned into sound. Moreover, in
some algorithmic pieces, the mappings form an integral part of the compositions themselves [Doornbusch, 2002].
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There is a clear contrast between the complexity and the expressive potential of a
mapping, which should be considered by any designer. A clear decision has to be taken
whether to allow the performer a great level of expressivity or to make the live setup as
simple as possible, for both goals can not be achieved simultaneously. As [Hunt et al.,
2000, p. 209] states:
Too often the instrument design will default to a single control device corresponding to a single musical (synthesis) parameter — a ‘one-to-one’ mapping. It is
also known that acoustic musical instruments have evolved over many hundreds
of years into systems with greatly superior interaction capabilities than today’s
state-of-the-art real-time processors. Thus, the study of mapping strategies seems
to be of paramount importance, since in many instruments the input variables are
inter-related in both complex and non-linear relationships.

Mapping strategies may be classified according to the number of involved relationships between gesture and device parameters [Miranda and Wanderley, 2006]:
One-to-one, when one gestural parameter controls one single parameter of a
device (example: a slider connected to an amplifier).
One-to-many, when one gestural parameter controls multiple parameters of one
or more devices (example: a single motion, transformed into hundreds of
frequency values for additive synthesis).
Many-to-one, when multiple gestural parameters control a single parameter of
a device (example: a synthesizer controlled by a wind controller, where
the pitch may be influenced by both the fingering and the air pressure).
Many-to-many, when multiple gestural parameters control multiple parameters
of one or more devices (example: musical systems where the incoming
control parameters and the device parameters are linked by neural networks or similarly complex systems).
However, another classification exists, based on the way of defining the actual mapping. This may either be inductive or deductive. Inductive mappings are usually created
by means of machine learning, in which the mapping algorithm is trained by feeding
it with a set of control parameter – device parameter pairs, representing the expected
behaviour of the system. Then, the algorithm ‘learns’ these pairs and uses them as a
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basis on which to extrapolate device parameters for any incoming input value. On the
other hand, deductive mappings23 are defined explicitly by the designer of the musical
system — either the composer, the performer or the engineer who created it — as a
set of mathematical rules (e.g. by rescaling the voltage input of a potentiometer to a
specified amplification range). The inductive approach is usually more complex to implement, but in most cases it allows more virtuostic and ‘instrument-like’ control over
the system. On the other hand, a rule-based mapping strategy may allow more conceptual control over a process, enabling the performer to create effects which might be hard
to achieve with machine-trained algorithms.
Physical models are controlled, in most cases, by one-to-one relationships; in these
systems, the mapping between the gestures and the sounds is usually part of the physical
model itself. However, most effects based on signal models are controlled by one-tomany (or few-to-many) mappings. As an example, an additive synthesizer might use
hundreds of parameters, which simply can not be controlled by a performer in real-time
using one-to-one relationships.
Defining proper mappings is one of the most musically challenging moments of
creating a live electronic setup. These links must exhibit both ‘human-’ and ‘machinelike’ attributes simultaneously. At the controller-side, a mapping has to understand what
a gesture really means: what the true intention behind that particular gesture was. At
the same time, it has to understand completely the ‘machine-language’, that is, the sonic
consequences of a particular parameter set fed into the live electronic devices as well.
A good mapping is intuitive and consistent from the performer’s point of view. Intuitive, in this context, means that the achieved effect has to be proportional to the effort
of the performer: intense gestures should make a big impact while gentle actions are
expected to create minute changes in the sound24 . By consistency, we mean that similar
gestures should have similar effects: the performer should be able to tell in advance how
the setup would react to a particular action. An important consequence of being proportional and consistent is, that a good mapping will exploit the ranges allowed by the
controllers and the musical devices in an equal level. Proper scalings play a particularly
important role in achieving the aforementioned requirements.
23

Also called explicit mappings.
Exceptions may exist, but in such cases the deviations from this rule should emerge from the internal
logic of the composition.
24

The Toolbox of Electronic Music – Mappings

23

To illustrate the above, let us examine the mappings of a piano using a very simplistic
model, where two controller parameters (pitch and velocity) should be mapped to the
sound of the instrument25 . The pitch parameter has a discrete scale, ranging usually from
A0 to C8 in chromatic steps and is solely responsible for the pitch of the piano. Thus,
this is a one-to-one mapping between the physical location of the keys and the pitch.
It is consistent (a specific key would always trigger the same pitch) and the physical
range of the keyboard is as much exploited as is the pitch range (i.e. allowed pitches
are distributed in equal intervals of the keyboard). The principle of proportionality
is followed in the sense that extremely high or low registers are located farther from
the performer than the middle register. The velocity parameter, on the other hand, is
continuous. On a first approximation, it is mapped to the loudness of the instrument on
a one-to-one basis — although, in fact, the actual pitch influences this to a lesser extent
as well. Intuitivity and consistency are quite evident: the more force the performer hits
the key, the louder the result would be, and (also very important) there are no abrupt
changes in the loudness if the performer uses more-or-less the same force to hit a key.
Another important fact is that good pianos give the impression that the dynamic range is
mapped to the force of the key-hits in a very smooth way. Finally, the timbre is affected
both by the pitch and the velocity, thus realizing a many-to-one mapping.
As a comparison, let us now take a motion-tracked performer on a ‘1D stage’ (i.e.
tracked with a sensor indicating only the position in a left-to-right axis), controlling the
same hypothetical piano. Let us establish a one-to-one map between the position of the
performer’s feet and the pitch, and another one-to-one mapping between the intensity of
the performer’s movements and the velocity. This way we get a result which is similar
in many senses to the original piano (it inherits the intuitivity and consistency of the
original), however, since the performer may present fast motions (e.g. with the torso or
the hands) while keeping the feet still, there is a possibility to influence the envelope
of the sound in a more complex way than the piano does. However, planning the exact
scaling between the torso movements and the loudness of the sound is the hardest part
of such a setup, as one would have to make a ‘scale’ of torso motion intensities.
We may use the above example to demonstrate what the lack of intuitivity or consistency means. Let us imagine the same motion-tracked performer, but with a ‘swapped’
25

The main simplicity of this model is that it does not take into account that the timbre of the piano is
affected in a great way by the exact course of the interaction between the finger and the key [Pap, 1994].
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mapping, where the left-to-right position controls the loudness and the intensity of torso
motions the pitch. By considering that humans are extremely sensitive to pitch26 , one
may realize that it would be challenging even for the best dancers to gain such a control
over their body which allowed a motion tracker to securely distinguish between 88 different motion intensities. Because they would hardly obtain the pitch that they wanted
to (i.e. the performer wouldn’t be able to tell in advance how the system reacted), both
the performer and the audience would have an impression of inconsistency. On the other
hand, since loudness is mapped to a horizontal position, it would require the same effort to play very loud than to play soft, which is not very intuitive. Besides, due to the
finite running speed that a performer may achieve on stage, this setup would leave the
performer with a very limited set of loudness gestures.
To imagine the importance of mappings in a live electronic scenario, one should
consider that, although the two motion tracking setups described above differ only in
the applied mappings, we would expect two completely different kind of performances.
And to understand the true richness and freedom that mappings bring to live electronic
music, one should realize that it is possible to switch anytime between the two above
(or any additional) interpretations of the same setup, even within the same piece, adding
additional layers to the composition, which would almost be impossible to achieve otherwise.
Although until now we have been looking at mappings as the means of translating
controller data into machine language, the term may have a broader sense as well. If we
consider any form of translating information from the non-sonic domain to the signal
domain as a mapping between these two realms, we may realize that it is also possible to
map data extracted by signal analysis tools back to the signal domain. Indeed, controlling musical devices by signal analysers has a broad usage. We do not discuss this issue
in detail, though. Our main reason to do so is that we may apply the same principles that
we have already presented above to these scenarios. We restrict ourselves to cite a few
common examples. Pitch detectors, usually attached to real instruments, may be used in
order to set parameters of processes applied to the recorded sound (e.g. filters, distorters,
automatic harmoniser tools or pitched electronic sound sources). Rhythm and pattern
recognition tools could be used to adjust tempo-related settings of different devices, like
26

To support this, consider that the piano itself has 88 distinct pitches and most people would be able
to identify even smaller intervals than the minor second, the smallest interval on a piano.
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the delay time of a feedback line. Another popular usage includes the mapping of data
arriving from score-following systems to events that should be turned on or switched
off, or particular envelopes of different effect machines.
As a closing thought, we should mention that the issue of choosing the right amount
of required performers is, in fact, a question of mapping as well. In contrast to traditional instruments — where the fixed mechanical devices dictate the exact number of
required participants —, in live electronic scenarios it is always a possibility (at least,
theoretically speaking) to include only one performer and map every performance parameter to the controllers used by that single musician. Deciding the right amount of
required performers is a delicate question, often present as an external constraint to the
composer, upon which there is no possibility for further discussion. However, the task is
not even similar to the classical task of orchestration. Besides obvious reasons (e.g. the
need for musical interaction between two or more individual musicians) one may decide
to use multiple performers also in order to distribute the control over the live electronic
setup. This is quite obvious if the setup consists of multiple identical devices (e.g. two
synthesizers, five radios etc.), however, more complex scenarios (e.g. one synthesizer,
but with many possible live settings) require more planning, and in most of these cases,
the distribution of the roles (and even the number of applied musicians) may be solved
differently by different composers.

2
2.1

Karlheinz Stockhausen: Mantra
Overview

Mantra, a 70 minutes long piece for two pianos, antique cymbals, wood blocks
and live electronics was composed by Karlheinz Stockhausen (1928–2007) as his Werk
Nr. 32 during the Summer of 1970 for the Donaueschinger Musiktage of the same year.
It has a distinguished place within the composer’s œuvre for multiple reasons. On the
one hand, it is his first piece using formula technique — a composition method derived
by himself from the serial approach —, a principle which served as his main compositional method during the next 30 years, giving birth to compositions like Inori, Sirius or
the 29 hour long opera Licht. On the other hand, it was his first determinate work (i.e.
where the score is completely fixed) to include live electronics, and generally, his first
determinate work after a long period of indeterminate compositions.
A full musical analysis of the piece would fall well beyond the scope of this paper.
We restrict ourselves to discuss only a few questions specially related to live electronic
performance. Firstly, we briefly present the technical setup of the work, along with the
consequences of the spatial arrangement of the loudspeakers. Following this, we discuss
issues arising from the use of specially designed analog hardware. To close with, we
examine the usage of the main electronic effect in the piece (ring modulation) in terms
of structure and timbre.

2.2

General Setup and Amplification

The setup requires two pianists and a sound technician. Each pianist is equipped
with a grand piano, 12 antique cymbals, a wood block, and a special analog modulator
(called ‘MODUL 69 B’) designed by the composer. Additionally, Pianist I also operates
a short wave radio receiver. The sound of the pianos is recorded and fed into the modulator as well as a mixing desk, and the signal arriving from the modulator (together
with the ones from the concert grands) should be amplified by four loudspeakers set on
the back of the stage. The role of the technician is the active supervision of this mix,
according to general rules set by the score.
The score includes quite specific details about the exact positioning of the loudspeakers. Basically, they should be hidden from the audience (if possible) and, in order
26
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to avoid feedback, they should be put on towers at least 4 metres above the stage. Another restriction is that the crossings of the directions of emitted sounds should happen
above the stage, before the sound reached the listeners. According to the score, the point
of the whole setup is to guarantee that ‘[. . . ] from every seat in the hall, one has the impression that the sound is coming only from the directions of the pianos.’ [Stockhausen,
1975]. The staging makes this possible mainly because of the Haas-effect, described in
the previous Chapter.

2.3

A Special Performance Issue

Performing this piece in the digital era brings us to the (both philosophical and
technical) issue of what one may call the ‘historically informed performance’ of live
electronic music. The score demands for an analog, custom-built device whose usage in
the 21st century is, to say the least, problematic. The score describes the MODUL 69 B
as an equipment that ‘has 3 microphone inputs27 with regulable microphone amplifiers,
compressors, filters, sine-wave generator and a particularly refined ring modulator’,
giving no additional hint on how to build the module. The only option that remains
to the performer is to rent the equipment from the Heinrich Strobel Stiftung in BadenBaden or Robert Slotover in London.
Besides obvious financial reasons, this solution is supported by an aesthetic approach as well. In contrast to digital design, where algorithms and control values may
be precisely defined and replicated, analog modules are unique, and even slight design changes28 might induce considerable timbral deviations. An even bigger difference
arises when comparing analog devices to their ‘digitalised’ implementations, as the
small random instabilities and drifts present in analog circuits are absent from digital
algorithms, turning their timbre more cold and unnatural according to many musicians.
As a consequence, one may understand the reluctance of composers (and specially,
Stockhausen) to allow replacements of their original devices.
On the other hand, as the composers, designers and other persons involved in the development and first performances of pieces using these custom-built analog instruments
pass away, we will be left with ‘black boxes’, either functional or broken, and there will
27
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Actually, the original German text indicates 2 microphone inputs.
For example, replacing a wave generator with an equivalent one manufactured by another brand.
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be no way to build new or repair the existing ones. Although blueprints may exist, perhaps including proper circuit diagrams, these (at least in the case of MODUL 69 B) are
not available to the public, and there is no guarantee that they would be accessible at all
(specially, if they were lost due to some unexpected circumstance). Even if they were at
our disposal, without the technical knowledge earned from previous performances, we
would be unable to, for example, choose from the currently produced circuit elements
the ones which could have probably been considered the closest replacements of the
originals by the judgement of the composer.
The question whether to use the original equipment (still available for rent) or to
build replacements — either analog or digital29 — of the original device remains an open
issue, which needs to be addressed by any future performer of the piece individually.

2.4

The Electronic Setup

The most comprehensible effect of MODUL 69 B is the built-in ring modulation. It
is basically applied to the piano sound — although in measure 639, it is also used with
the voices of the pianists. The performers control a dial, which sets the carrier frequency
of the ring modulator. However, instead of frequency, numbers ranging from 1 to 12 are
displayed, according to the 12 different tones of a twelve-tone row and its inverted form
(the 13th is the same as the 1st ), as shown in Excerpt 1. The score also requests that the
performers play glissandi, sometimes extending to very low or very high regions.
Although at the time when Stockhausen composed the piece the choice of live controllers was very limited, the dial was indeed a great pick. The fact that Pestova et al.
did not remarkably change this interface for their digital re-implementation in 2008 —
although they clearly had the possibility to do so — proves this. Unfortunately, the
exact mapping between this controller and the frequency range of the modulator is not
documented — except for the 12 settings described above —, impeding a detailed discussion of its usability. However, the score suggests that the link between the position
of the dial and the actual frequency is, to say the least, monotonic. Moreover, it is likely
that it follows a logarithmic scaling in frequency (linear scaling in pitch), at least in the
frequency region where the rows are defined (G[3 to G]4 for Performer I and B[2 to C4 for
Performer II).
29

A digital implementation was presented by Pestova et al. in 2008.
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To review the dial, along with its (assumed) mapping, we refer to the respective
sections of the previous Chapter. According to our former definitions, this mapping
is one-to-one30 and deductive, since it links a dial position to a single parameter (the
carrier frequency of the modulator), and the formula describing this link was defined
explicitly by the composer. The interface is quite intuitive, as the principal expected
gesture is well suited for the required glissandi, while the presets — defined as musical
tones rather than pure frequencies — are musically meaningful, hiding all irrelevant
technical details from the performers’ sight. It is consistent as well, as tiny changes in
the dial position would cause smooth and slight changes in the carrier frequency. Yet
it is very simple as well: since the dials hold their position when left unattended, they
require minimal supervision from both performers (moreover, the music is composed in
such a way that the performers do not need to carry out difficult instrumental passages
at times when they need to control the dial), erroneous settings may be corrected rapidly
and the ‘playing technique’ may be learned and mastered by any musician in less than
a day.

2.5

The Role of Electronics

Every entity of Mantra, including the live electronics, is originating from a thirteentone formula. Hence, to better understand how live electronics work in this piece, we
should briefly review how this formula serves as a basis for both the macro- and the
microstructure of the composition.
The formula itself is presented between measures 3 and 1031 , and the rest of the piece
is derived from this manifestation. To give an impression on how these ‘derivations’ take
place, we refer to Figure 1, containing an analysis of those measures. According to this,
we may describe the main attributes of each section based on the following gestures:
1.



2.

Ç

30

— Regular repetition (regelmässige Repetition)




— Accent at the end (Akzent am Ende)

As a description of MODUL 69 B is not available to the public, we may only assume this. However,
it is possible that the actual mapping is one-to-many, since the device contains other elements as well —
filters, compressors etc. — whose parameters may vary according to the actual oscillator frequency.
31
Although the thirteen tones are already summarized in four chords in measure 1, to start the piece.
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Excerpt 1: The principal tone row of Mantra and its inversion. The numbers indicate the frequency presets of the MODUL 69 B for the two pianists, in pitched representation.
The concert pitch of the pianos is assumed to be 440 Hz.

3.

C  — No specific attribute („normal“)

Ç  — Grace notes around a central tone (Vorschlag-Gruppe um Zentralton
herum)
5. Ç 
— Tremolo („Tremolo“)

4.



6.
7.
8.
9.
10.
11.
12.
13.

Ç
Ç

©

— (Emphasized) chord (Akkord (betont))
— Accent at the beginning (Akzent am Anfang)
— Chromatic binding („chromatische“ Verbindung)

Ç  — Staccato (staccato)
— Core for irregular repetitions, ‘morsing’ (Kern für unregelmässige

Repetition „morsen“)
— Core for trills (Kern für Triller)
Ç

— sfz (fp) build-up (sfz (fp) Einschwing)
Ç

— Arpeggio binding (Arpeggio-Verbindung)



The tones of the formula form a dodecaphonic row, which is presented — together
with its inverted form — in Excerpt 1.
To give an example of how the formula influences the overall form of the piece,
we should consider the antique cymbals, whose occurrences divide the work into 25
sections. During each occurrence, the cymbals play (an often expanded version of)
the element of the formula corresponding to the respective section. During the first 12
occurrences, the original formula is played, while during the next 12 the cymbals play
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Image removed due to copyright reasons

Figure 1: Measures 3–10 of Mantra, as they appear on the analysis created by Stockhausen as
the cover illustration of the score.

the inverted formula, inverting most of their involved gestures as well. Table 1 gives a
detailed list of all cymbal occurrences and correspondences with the formula.
The relation between live electronics and the macroscopic structure is similar, although slightly more complex, than in the case of the cymbals.
Table 2 presents every setting of the two ring modulators during the piece. By
examining it carefully, we may notice that the settings of Performer I follow exactly
the 13 tones of the formula, while the settings of Performer II follow the 13 tones of
the inverted formula, with two exceptions. The first exception takes place between
measures 151 and 185, where Performer II settings are taken from the original row,
coinciding with the settings of Performer I within the mentioned section (E and G]).
The other exception happens between measures 282 and 420, where Performer II is set
to D, partially corresponding with the concurrent settings of Performer I.
In Appendix A we describe how the modulation affects the timbre of an instrument.
Our most important findings are:
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• If a pitch is considerably higher than the carrier frequency, the ring modulation
will add some roughness to the timbre without altering its main character. If the
carrier is very small (in the order of magnitude of 10 Hz or less), the result is
similar to a tremolo.
• Otherwise, the resulting timbre will depend on the harmonic relation of the carrier
frequency and the actual pitch:
– If the pitch and the carrier can be interpreted as members of the same overtone series (and they both correspond to relatively low harmonics), the modulation may or may not transpose the original pitch (usually, by an integer
multiple of an octave), but the timbre will not become too distorted.
– Otherwise, the resulting timbre is hard to predict generally. A few special
cases are discussed in Appendix A, though.
We should refer as well to the similarity of the ring-modulated and prepared piano
timbre — specially, if the carrier frequency and the played pitch are close. In fact, Stockhausen himself seems to have rejected this parallelism [Maconie, 2009]. Although we
do not know for sure, we may believe that the reason for his reluctance emerged from the
conceptual contrast between the two methods: in contrast to the prepared piano, where
the exact timbres are defined through a ‘trial-and-error’ process, which may or may not
be reproducible on any arbitrary piano, the timbre obtained through ring modulation can
be computed in advance, which makes it much suitable for a musical language inspired
by serialism and strict counterpoint.
Perhaps the most important consequence of using ring modulation, however, is revealed when we consider the issue of tonality. If we define the twelve-tone technique as
an approach where none of the twelve tones may acquire a more important role than the
others — thus, there are no ‘centres of gravity’ within the scale — then it is clear that
this piece can not be understood within that realm. Although based on a twelve-tone
row, the constant presence of the ring modulation defines a relation between every pitch
of the piece and the actually set carrier frequency. Thus, an abstract ‘tonality’ is defined
by relating each particular member of the row to a central pitch, defined by the ring
modulator. However, these roles can not be revealed within the framework of classical
tonality. This is obvious, even without considering this particular composition, since
octaves do not play the same role as they do in classical harmony: as we have seen in
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Appendix A (and particularly, Excerpt 3), the results of ring modulation do change if
we add an octave to an initial interval. Nevertheless, by computing — for each possible combination appearing in the piece — the timbral changes that ring modulation
introduces, we could find the ‘centres of gravity’ of each section within the piece. We
demonstrate this for the first presentation of the formula, between measures 3 and 10;
the rest could be done similarly.
In these measures, the MODUL 69 B is set to A3 . For most notes, the ring modulation would add unpitched timbres, which (when mixed with the originals) would result
in distorted sounds. However, there are a few specific tones which generate pitched
timbres:
• A3 (appearing in measures 3 and 9) and A2 (appearing in measure 6) both generate
identical pitches to themselves, with slightly modified spectra.
• B[3 (appearing in measure 8), B[2 and F2 (both appearing in measure 9) generate
identical pitches to themselves, but with heavily distorted timbre.
• C3 (appearing in measures 6 and 9) transposes to F1 .
• G]4 (appearing in measure 3) creates a timbre with a base pitch between G3 and
G]3 ; the result of the mix is a transposition of the original pitch by an octave
downwards and some distortion.
• D4 (appearing in measures 3 and 5) transposes to D2 .
• E3 (appearing in measure 9) transposes to A1 .
• E4 (appearing in measures 3, 4 and 6) transposes to A2 .
• F4 (appearing in measure 3 and 5) creates a strong B2 character, although without
a definite base pitch.
• G4 (appearing in measure 6) transposes to F3 , although with much distortion.
• G[4 (appearing in measure 6) transposes to D3 .
Let us examine the roles of the tones! As we realize, A-s (which are the generalized
tonics of this section) and D-s do not change, although their timbre may slightly be
modified and/or transposed. All E-s would turn into A, emphasizing the role of that
pitch. The G[4 , which one may better interpret as an F]4 , transposes to D, but this is
not true for the rest of the F] -s32 . C3 , G4 and F2 all transpose to different F-s, but
Actually, it can be computed that F]3 also transposes to D, but the timbre carries so much distortion
that it can hardly be perceived as anything with a definite pitch.
32
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their timbres (specially of the latter two) are remarkably distorted. Although B[ -s do
not change their pitch, they suffer very rough distortions. Finally, the rest of the tones
are transformed into unpitched timbres. Based on this, we may conclude that the most
important ‘tonal centres’ of this section are A, D and F, with decreasing ‘influence’,
respectively. This should not surprise us, since A is the 2nd overtone of D and the 4th of
F. Note that B[ -s and the single G]4 create pitched timbres as well, but with much more
distortion than the tonal centres that we have defined. Finally, the rest of the tones create
unpitched events.
As an example, let us take the cambiata from measures 3–4:
¾ ¾ ¾ ¾  , which

¾  ¾ ¾  . Their mix interprets the motive played by the
is transformed into33
piano with an (almost classical) counterpoint, portraying the E of the piano as a pure fifth
over the A generated by the electronic setup rather than as a singular note. Another clear
example can be found in measure 6, where a C3 and a G4 are played together. As seen
above, both transpose to F, which is the reason why, instead of hearing a pure twelfth
interval, we rather hear the F in the bass, interpreting the C and the G as amplifications
of certain overtones of this F.
In what follows, we present a few examples on how the characters defined by the
formula affect the (live) electronics — to be precise, the ring modulation — during
different sections of the piece.
In measure 1, both modulators are set to A3 , which corresponds to ‘regular repetition’. Between measures 12 and 62, the two pianos play the tone row together, with long
repetitions on each element of the row. However, between measures 31–37 (G), 50–54
(C) and 57–58 (B[ and G[ ), ring modulation adds to this by inserting slow glissandi (in
small intervals), thus adding another layer of periodicity to the already repeated pitches.
The next two characters, ‘accent at the end’ and ‘normal’, are not emphasized by the
live electronics, although Performer I plays a slow glissando between measures 110–
111. This glissando is an analogue of the scale played at the same time by Performer II,
a possible manifestation of the ‘chromatic binding’ character.
In fact, it is not obvious how the character described as ‘grace notes around a central
tone’ is present in the structure of the settings of the modulator. According to Table 2,
this character should start around measure 122 and should last until somewhere around
33
The crossed notehead in this example means that the timbre does not have a definite pitch, just a
‘character’ towards B[ .
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measure 200. It is quite clear that between measures 151–185, Performer II is ‘helping’
Performer I in the sense that they abandon their row (temporally) and play tones from
the principal row presented by Performer I. However, it would be hard to tell whether the
glissandi of Performer I in measures 122–123 and later the slow glissando in measures
187–189 have anything in common with grace notes (perhaps one could identify the
short-range glissandi as ornaments around E). It is also not obvious how measures 132–
150 connect with the expected character. Here, Performer II sets their ring modulator to
extremely low values (between 5–7 Hz), which turns the ring modulator into a tremolo
effect, and plays the same, chord-centred material twice (measures 132–141 and 142–
151), the second time with Performer I also playing. The material itself is a highly
transformed version of the formula: durations are derived from the four main sections
(see the analysis on Figure 1), rotated in such a way that first come the durations from
the third section, followed by the rest before that section, than come the durations from
the fourth section (followed by the rest before that section) and so on.
As in the formula itself, the ‘tremolo’ and ‘chord’ characters are somewhat mixed
together. The ‘tremolo’, although the F (direct form) and C] (inverted form) as well as
the D are already introduced by the modulators gradually between measures 201 and
42034 , is really presented between measures 421–433. Here, both performers play a set
of long, descending chords, while they have to play glissandi on the entire range of the
ring modulator — also in a descending way35 . However, this latter may be interpreted
as the ‘chord’ section as well. This idea is supported by the fact that in measure 433,
both performers arrive to the modulator’s pitch corresponding to the ‘chord’ in their
respective rows.
The next three characters, ‘accent at the beginning’, ‘chromatic binding’ and ‘staccato’, are not emphasized by the live electronics, although measure 491 — where both
performers turn slowly their devices to E[ , the tone associated with chromatic binding in
both the direct and the inverted row — gives us a gorgeous, clean ‘chromatic binding’ in
terms of timbre. To better understand this measure, let us have a look at Excerpt 2, containing an illustration of the main characteristics of this glissando. The starting phase is
a complex chord, exhibiting characteristics of the harmonic series of both C[ , E[ and F[ .
34

Including measures 284–286, where Performer I plays glissandi between F and D, as in the formula.
Performer I has to start on A5 , Performer II on A6 , and they both have to gradually descend to D4
and E3 , respectively.
35
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Excerpt 2: The effect of ring modulation in measure 491. The empty noteheads indicate the
notes played by the performers while the crossed heads indicate the main pitches
arising from ring modulation. Note that we changed enharmonically some of the
original pitches to facilitate reading.

However, we arrive to the harmonic series of A[ . Note that, since both oscillators have
to realize a glissando over a major third, the speed of the timbral changes are identical
for both performers, enabling us to perceive the whole process as a single gesture.
However, ‘morsing’ is the character most unambiguously emphasized by live electronics. After Performer I sets the modulator to C in measure 577, a short-wave radio
receiver36 has to be turned on, which would play — apparently — morse-codes. In
measure 580, Performer II reaches G[ , the pitch linked to ‘morsing’ in the inverted row.
Following this, the radio receiver is turned on, with the loudness changed from time to
time by Performer I, until measure 637.
In measures 609–610, the performers switch to their notes associated with the ‘trill’
character. This section, ending with measure 639, contains the most theatrical moment
of the performance. In measure 639, both performers have to stand up, and sing a short
36

Or, if not available, a recording that was made by Stockhausen for this piece.
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phrase (a ‘mantra’) three times, one after the other, hitting their wood blocks at the end
of the phrases. The first phrase is hoho:ta for both performers, then hoho:ta and joho:ta
for Performer I and II (respectively), then joho:ta for both. Finally, Performer I starts the
phrase alone again, but stops immediately when Performer II sits down, all of a sudden.
The ring modulator plays a particularly important role here, as the performers have
¾ ¾
and, as this range lies very close to the
to sing a glissando in the range
current settings of the ring modulators, the effect would mix this glisando with another
one, ascending from very deep to the region where the singers sing.
Following this, from measure 640, Performer I has to improvise glissandi in the
higher possible region allowed by MODUL 69 B, while ‘morsing’ on the F]6 of the
piano. The technical description of the score asks for a ring modulator that could be set
to 6 kHz, which is approximately an F]8 . In other words, this means that the distance
between the morsing piano and the freely improvised carrier frequency would stay in the
order of magnitude of two octaves, in which case a narrow glissando — as requrested by
the score — would affect the timbre only in a ‘microscopic’ level (we refer to Excerpt 3
to verify this).
The last two characters, ‘sfz (fp) build-up’ and ‘arpeggio binding’, are not emphasized by live electronics.
To close this analysis, we present one additional section from the piece, where the
ring modulation has its own role, although not related to the actual character depicted
by either of the presets of the modulators.
It is tempting to interpret measures 212–237 as a manifestation of the ‘accent at
the beginning’ character. Although the live electronics are set during these measures
to F4 and C]3 — associated with the ‘tremolo’ character for both performers —, these
measures fall indeed into the ‘accent at the beginning’ section, if observed from the
cymbals’ point of view (see Table 1). Here, both performers have similar materials for
the piano (actually, the motives are completely identical between measures 220–227).
The only difference between them is their conflicting ring modulation settings.

2.6

The Importance of Performing Live

In what follows, we present why this piece could not have been composed for fixed
media.
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At first glance, the inclusion of ‘real’ instruments may give us an obvious reason.
However, we should not forget that there are many works composed for (live) instruments and tape, like the version of Kontakte for tape, piano and percussion [Stockhausen, 1966]. Mixing pre-recorded electronic material with instruments is not impossible. What is indeed impossible is the interaction between the tape and the live
performer. To second the crucial role that interaction plays in this question, let us remind that Stockhausen allows the replacement of the short-wave radio receiver with a
pre-recorded track, created by himself. Indeed, as there is no interaction between the
source of the short-wave radio signal and the performers of the piece, it does not make
any difference if one replaces the ‘live’ radio stream with a previous one.
Conversely, the ring modulator is interacting simultaneously on many different layers during the entire performance. By modifying the timbre of the pianos (and the rest
of the involved instruments, including human voice), it becomes an organic part of the
performance which can not be substituted with a pre-recorded track. Would it be feasible to achieve such smooth effects as the chromatic binding37 , exposed in measure 491,
with previously recorded material? And how could one create the counter-glissando —
the ‘electronic answer’ to the human singing in measure 639 — in advance? The only
means to do so would be to record the sources (the instruments and singers) in advance
as well — there is no way to separate the acoustic sounds from the electronic part in this
piece.
There are more arguments in favour of performing live than ‘just’ the above one. To
mention the obvious, Table 2 exposes several scenes (e.g. between measures 421–433
or 641–653) where the performers have to ‘improvise’ with their modules. Apparently,
this could not be accomplished if only tape is used.
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See Excerpt 2.

Conclusion
In this paper, we gave a classification of the diversified tools used in the realm of
electronic music, emphasizing the role and possibilities of real-time devices and methods. By defining the acoustic-, the signal- and the non-sonic-domains and by exploring
their internal and mutual relations, we identified six separate categories that are of particular interest within this field. We classified and presented the instruments (methods,
theories and processes) of electronic music according to these categories. Two of them,
controllers and mappings, were recognized to belong inherently to the realm of live
electronics.
We examined a specific effect (ring modulation) in detail by demonstrating how it
became an integral part of a particular composition, Mantra (1970), by Karlheinz Stockhausen. Our analysis showed a strong link between the settings of the ring modulation
and the overall structure of the work. Moreover, it illustrated how the applied electronics
create an extended tonality, by emphasizing certain tones within the tone row defining
the piece. We also gave evidence of the inherent need for a real-time approach by this
composition. We did this by proving that the piece could not have been realized with
pre-recorded sonic material.
The key reason for choosing Mantra as the subject of our analysis was its restricted
use of live electronics in terms of the number of involved effects — a single ring modulation. This helped us in carrying out a crystal clear analysis. However, we did not
have the possibility to demonstrate how interaction can take place between several different effects, when applied within the same piece; a future research goal may be the
exploration of these questions.
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Appendices
A

Ring-Modulated Instrument Timbre

The timbre of most classic European instruments (e.g. the piano) is harmonic. This
means that, when playing a specific pitch, the frequencies of its most important spectral
components would be integer multiples of the same base frequency. This base frequency
is not necessarily the one that we perceive as the actual pitch played by instrument.
However, the ratio of the base frequency and the perceived pitch is always an integer
and, in most cases, the base pitch belongs to the same pitch class as the base frequency
(thus, their interval is an integer multiple of an octave).
It is easy to prove that if a base frequency and an AM-carrier can be interpreted
as members of the harmonic series of an arbitrary base frequency, the ring-modulated
spectrum would be a harmonic spectrum of this ‘common’ base frequency38 . In other
words, in these cases, the result will sound as a transposition of the original pitch, having
a slightly modified timbre39 . In all other cases, the resulting timbre will be of nonharmonic kind. Depending on the actual ratio of the base frequency and the carrier
as well as the spectral envelope of the original timbre, these sounds may range form
slightly distorted (vibrating) timbres with a definite pitch through timbres with multiple
base pitches (‘chords’) to unpitched sounds.
To understand how the ring modulation changes the spectrum exactly, we refer to
(1). To illustrate this equation, we computed the resulting frequencies of ring modulation when both the carrier and modulator are pure sinewaves, shown in Excerpt 3. Using
this as a ‘cheat sheet’, we may compute the first few components of the ring-modulated
spectra of many harmonic sounds, by applying proper transpositions to Excerpt 3. We
demonstrate this with three examples, presented by Excerpt 4. It must be noted, though,
38

To prove this, let α denote the base and β the carrier frequencies. In this case, the original spectrum consists of the set {nα : n ∈ Z+ } and the ring-modulated spectrum will be the set of frequencies
{|nα ± β|}. If ∃γ ∈ R+ , m,` ∈ Z+ : α = mγ ∧ β = `γ, then the ring-modulated spectrum is also harmonic, as γ would be a divisor of all of its elements.
39
Moreover, by calculating the exact spectrum, it can be shown that if the interval of the original pitch
and the carrier is a perfect fifth or an octave (or any of these plus an arbitrary number of octaves), the
original pitch would either stay the same, or transposed by multiples of an octave. Also, if the interval is
a perfect fourth, the pitch would be transposed by a perfect fifth downwards.
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Excerpt 3: The resulting frequencies, when ring-modulating a pure sinewave, covering all possible chromatic intervals between three octaves and a unison (when the distance is
bigger than three octaves, the resulting frequencies will be very close to the higher
component of the interval). By proper transposition, this sheet may be used to compute the results of any ring modulating frequency pair, provided that the interval of
the carrier and the modulator is no more than three octaves. The carrier and the
modulator are being indicated with crossed noteheads. The small numbers show deviations from the tempered base tones in cents. Note the missing lower tone in the
last chord, when the carrier and the modulator are the same (in which case their difference is exactly 0 Hz). Also note that, due to the equal temperament, some pitches
that should be perfect intervals (e.g. when the interval of the carrier and the modulator is a perfect twelfth, the response should be a perfect octave, exactly one octave
above the bass of the original interval) are ‘distorted’.
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that the resulting timbre depends not only on the actual frequencies forming part of
its spectrum, but also on the loudnesses of these components. Hence, when executing
exact computations, one should not forget to map the resulting frequencies with their
respective levels.
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Excerpt 4: The ring-modulated spectra of three different harmonic sounds. The original instrument pitches are indicated by parenthesized notes, the chords are harmonic components of the spectra rounded to the closest tempered pitch. On the top, G3 is modulated by a harmonic sound whose base pitch is G4 . The result is a clear G3 . In the
middle example, C3 modulates A3 , resulting in a spectrum containing elements of the
harmonic series of F1 . Finally, on the bottom, A3 is being modulated by B3 , which
results in a timbre lacking any definiable base pitch.

We should consider a few special cases. During the next sections, we assume that
the incoming (instrumental) timbre has a definite base pitch and the spectral envelope
of the sound is decaying in the high frequency region (in other words, the higher an
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overtone in the spectrum, the lower its loudness). This applies to most non-percussive
European instrument timbres.
By looking at Excerpt 3, we may realize that the bigger the interval between a carrier
and a modulator frequency, the closer the resulting frequencies would be situated to the
higher component of the original signals. For example, if the original interval is 3
octaves or more, both results would differ by no more than a major second from the
higher pitch. As a consequence, if the incoming instrument sound is much higher than
the carrier frequency of the ring modulator, the result would be a roughly distorted
version of the incoming pitch. In the opposite case, when the carrier is much higher
than the incoming sound, we shall realize that, since the loudest part of the incoming
spectrum is low, the resulting spectrum would have a high power density in the high
region. On the other hand, the high harmonics would be transposed down (as they
would be close to the carrier). This will result in keeping the original pitch, but adding
a very strong distortion to it, resulting in a very bright and rough sound (and making the
low region of the spectrum very weak).
If the incoming sound’s base pitch and the carrier are close (within two octaves), the
result would depend on whether these two tones are in a relatively high or low region.
If the incoming sound is higher than the carrier, then, in high regions, the resulting
timbre’s base pitch can be computed based on the low sequence of pitches in Excerpt 3.
This holds for lower regions as well, however, in these regions, the smaller the interval,
the more unpitched the resulting timbre is. On the other hand, if the incoming sound is
lower than the carrier, the result is even less predictable.
It should be noted that, if the incoming sound originates from a piano, the results of
ring modulation (specially, if both the carrier frequency and the incoming pitch reside
in the middle pitch region of the piano) are surprisingly similar to timbres gained by
preparing the piano.
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Sections of Mantra

Measure

Tone

2



11

Ç



II:


22

C

73

Ç 

89–91

Ç 

121

Ç

128

Ç

241

©

269

Ç 


292–307
308–309

Ç

312

Ç

Manifestation




40

Character

Ç

Regular repetition.

I:  ¾

I: Ç
II: Ç

¾

Accent at the end.
Normal.

 

Grace notes around a central tone.

¾ ¾ ¾
I: 
¾ ¾ ¾ etc.
II:

I:
I: 


© 
§

Chord.
Accent at the beginning.




I:    ¾ 
 ¾ ¾ ¾ ¾ ¾
I: 
II:  £   

ÐÐÐÐÐÐÐÐÐÐÐÐÐÐ
I:     ¾ 

II:

II: 

Tremolo.

¾ ¾ ¾
¾ 
ff
f

Chromatic binding.
Staccato.

etc.

Irregular repetitions (‘morsing’).
Trills.
fp build-up. The diamonds indicate (partial) muting of the cymbals (thus, creating p after the initial f ).

458–461





464

 

521

¾

I: Ç
II:

Regular repetition.

¾ ¾



Accent at the end.

II:  

Normal.
Table 1

40

Roman numbers indicate performer number.
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Measure
530

Tone
 

Manifestation

Character

I:       

Grace notes around a central tone.
The ornament is inverted with respect to the one presented in measure 73.

540–546

¾

564

 

592



603

 ¾

¾

612
630–637;41
641–655



©
¾

665–668

¾ ¾ ¾
etc.
 ¾  ¾  ¾

I:
II:

Tremolo.

II:   aa
a

Chord.

II:  ¾ ¾ 
§
I:
§
II: Ç 
ff
I:  ¾ ¾ ¾ ¾ ¾
II: 

Accent at the beginning.
Chromatic binding. The direction
is inverted, but the glissando interval is the same
Staccato.

¾

¾ ¾ ¾ ¾ 
 
II: Ç   ¾ 

etc.

Irregular repetitions (‘morsing’).
Trills. The direction is inverted
(with respect to measures 308–
309), but the trill interval is the

865



881-887





I:



a2: Ç



f

 

a 

ff

same as before.
sfz build-up.
Regular repetition.

Table 1: The sections delimited by the antique cymbals. The first 12 sections consist of the
formula and its corresponding characters while the second 12 sections consist of the
inversion of the formula.

41

The second time only Performer II plays, in a very silent and improvisatory way.
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Measure

Performer I


1–30
Ç

31–37



 



38–49
50–54

etc.



55–56

Performer II

 


etc.

 
 

57–58
59–63



64
65
66

Ç

67–92

Ç

93

 








C
C

97
98–106

C

¾
C

C

111–121

124–130
131
132




C

42

122–123



Ç

107–109

110–111



 





94–95
96

etc.

 ¾ ¾

¾  ¾ etc.
C

 ¾ ¾

5–7 Hz

Table 2
42

The score allows to fade back to G] already in measure 100 as an option.
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Measure

Performer I

Performer II
5–7 Hz

133–150
151–175

C

Ç 

176

 ¾ ¾
Ç 
¾

177–185
186
¾  ¾

187–188

 

 ¾ ¾

189

 ¾

201
202–215
216

etc.

 

Ç 

190–200

¾
 

Ç 

217–281
282–284
284



438
439–446
447–448
448–490
491









287–420

434–437


¾

285–286

421–433

¾

Ç

 

etc.



Ç

43

etc.

Ç

etc.
 

Ç

 



 ¾

¾



Ç 



 ¾ ¾



Ç

Table 2
43

Free, but with overall instructions, going from defined notes to defined other notes.
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Measure

Performer I

492–525

©

526
527–535
536

577



Ç 



578–579
580

654–671
672
673–686
687–887

¾



 



581–608
609
610–639
640
641–653

¾ ¾

Ç 

Ç 

537–576

Performer II
 ¾

©
¾

Ç



Ç

etc.
C



 ¾ ¾
 

 

Table 2: The settings of the ring modulators in Mantra, defining 13 sections, according to the
original formula (Performer I) and its inverted form (Performer II).
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In addition to the above, we would like to refer the Reader to The Computer Music Tutorial by Curtis Roads (MIT Press; Cambridge, MA, USA, 1996) for additional
information on (digital) synthesis methods and audio effects; and to Living Electronic
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on the issues and aesthetics of live electronic music performance.

